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ABSTRACT
Being able to produce beautiful paintings is a dream that many of
us have had. Recent works on style transferring have shown that
translating sketches into art-like paintings is possible. In this project,
we seek to create a real-time interactive system for generating
high-fidelity images with low effort. The user will be able to use a
painting interface to iteratively refine an image, and their changes
will be reflected in the generated image. This goal of this project is
to create a medium that feels like a canvas - due to the high-quality
feedback, the user will believe that they are directly influencing
what is being generated.

KEYWORDS
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1 INTRODUCTION
Paintings are products of humans’ ability to create a complex inter-
play of content and style of an image. This view of paintings raise
a few questions: Can we isolate the style from the content of an
image? What makes an artwork immediately and recognizably in
the "style" of a certain period or artist? Can style be quantified? If
somehow we can model the creation process of the content and
the style of paintings, we can teach computers to learn how to
"paint" artworks. Specifically, if we ask the computer to combine
the content of an image with the style of a painting, the original
image will be transformed into the painting’s style. This process of
applying the style of one image on another image is called style
transferring.

Convolutional neural networks (CNNs) have been used for
many visual tasks, including but not limited to object recognition
and image generation. What makes convolutional networks so
powerful is that they process images in layers, giving rise to features
in many different levels: While early layers pool local information
and respond to features on a very small scale like lines, edges,
and corners, higher layers combine these pieces of information to
respond to features as abstract as faces, objects, and scenery.

This project, inspired by earlier works in style transfering, also
uses CNN for the visual tasks of learning the content and the style
of paintings. Our goal is to take the results of earlier works fur-
ther and make the task of style transferring: making it interac-
tive, real-time, and applicable to non-realistic input. We exper-
imented with and learned from these previous work to combine
their strengths and create an application that could transform a
doodle into an artwork in real time.

2 RELATEDWORK AND MOTIVATION
Our project is inspired by the large body of work on neural style
transfer, especially real-time style transfer, and interactive painting
and image generation.

2.1 Neural Style Transfer
Gatys et. al. [2] originally formulated the problem of style transfer
in an algorithmic setting, by specifying a way to combine style
and content in paintings. In other key areas of visual perception,
like object and face recognition, near-human performance was
demonstrated by a class of biologically inspired vision models called
Deep Neural Networks. This paper introduces an artificial system
based on a Deep Neural Network that creates artistic images of
high perceptual quality. The system uses neural representations
to separate and recombine content and style of arbitrary images,
providing a neural algorithm for the creation of artistic images. This
work also offers a path forward to an algorithmic understanding of
how humans create and perceive artistic imagery.

Figure 1: Neural Style Transfer

The technical details outlined in this paper are foundations for
future works, including Fast Neural Style Transfer and our project.
This method is based on VGG network, a convolutional neural net-
work that outperforms humans on a common visual object recog-
nition benchmark, with pre-trained weights. However, it uses only
the 16 convolutional layers, 16 RELU layers and 5 pooling layers,
and leaves out the fully connected layers in the VGG network. The
key idea is to come up with good loss functions that capture the
ideas of style and the content of the output painting.

2.1.1 Content loss. The content loss is defined pixel-wise:

Lcontent =
∑
l

∑
i, j

(αCli, j − αP li, j )

whereC is the content image, P is the "pastiche" - the output stylized
image, and α is the content weight in the combined loss. The inner
sum goes through all pixels of the image in one layer, while the outer
sum goes through all the layers fromwhich we wish to calculate the
content loss. This loss, is essence, is the sum of per-pixel difference
across multiple layers.
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2.1.2 Style loss. For the style loss, instead of penalizing differences
per pixel, we try to penalize a mismatch in the feature distributions.
Under this assumption, the feature distribution The distribution
is efficiently captured by the Gram matrix, which calculates the
correlations between the various features:

Gl
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l
jk

Thus the style loss is the sum of differences of Gram matrices

Lstyle =
∑
l

∑
i, j

(βGS,l i, j − βGP,l i, j)

where S is the style image, P is the "pastiche", and β is the style
weight in the combined loss. Using these loss functions, we can
perform gradient descent starting with an initial noisy image, to
make the result have the style of the style image and the content of
the content image.

With content loss and style loss defined, we can minimize the
combined loss to achieve a desired combination of a content and a
style.

Ltotal = αLcontent + βLstyle

2.2 Fast Neural Style Transfer
2.2.1 Overview. Johnson et. al. [6] frames image stylization as
image-to-image translation and proposes the use of perceptual
loss functions in order to train feed-forward networks to solve the
optimization problem proposed by Gatys et. al. [2] in real-time. In
other words, they reframe the goal of the problem: instead of trying
to learn a specific stylized image, the system should learn the style
transformation instead. This way, the transformation is no longer
specific to an input image and can be applied to any new input.
Compared to the optimization-based method, this approach gives
similar qualitative results but is three orders of magnitude faster.
Our training system is similar to that introduced in Johnson et. al.
[6].

2.3 Semantic Style Transfer
2.3.1 Overview. Champandard [1] introduces a very different way
to do style transfer: via semantic maps. The main idea that leads
to this approach is that style transfer is not uniform; the style
of water (flowy) may be different from that of a tree (blobby). In
this approach, user has to draw on the input image to define a
semantic map: for example, blue corresponds to water and green
corresponds to tree. Afterwards, the user can use these colors with
special meanings to define a new content, which will eventually be
assigned the style that each color corresponds to.

Figure 2: Semantic Style Transfer.

2.3.2 Implications for drawing. While convolutional neural net-
works are used for image synthesis and style transfer, using them as
tools can be challenging if they have unpredictable behavior which
goes against common intuitions. Semantic style transfer addresses
this problem by constraining the input space - by manually author-
ing pixel labels, the result is a content-aware generative algorithm
that offers meaningful control over the outcome. One of the most
used application of this paper is turning doodles with just a few
colors into masterful paintings, as seen in figure 2.

2.3.3 Technical details. To learn the semantic of an image, the user
has to draw over the original style image to classify which color
of the doodle brush corresponds to which sub-style of the image.
In essence, each color corresponds to a semantic label. Then, by
creating their own doodle with brush colors, now assigned to a
sub-style, users can create a new painting with different content
but similar style to the style image.

3 OUR APPROACH
We decided to build a proof-of-concept for reactive real-time neural
style transfer in paintings by integrating a real-time interface and
a fast neural style algorithm. The interface should allow:

• Real-time interaction with the back end (which provides
neural styled images)

• Enough functionality to produce interesting paintings

For our style transfer algorithm, we chose to go with [6], due to
a reference implementation on the Internet, and its straightforward
approach. One drawback is that training on photorealistic content
images might not transfer well to rough paintings - we elaborate
on this further in our evaluations.

Figure 3: Overall Architecture

3.0.1 Why not semantic style transfer? [1] requires the style image
to be segmented into a predefined number of semantic groups.
However, for many paintings (especially more abstract ones) it is
not clear how to label the semantic maps. Moreover, we wanted
to allow the user to paint in any style that they want. However,
the idea that different objects have different styles, or that some
styles should be localized in a painting, is extremely interesting
and something that we’d want to explore in the future.
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3.1 Sketching with Neural Style
3.1.1 Building the interface. We used Flask to build a simple web
app that does the following:

• Use HTML Canvas for painting, and
• Send/receive real-time messages to the Tensorflow backend
on the server.

By using WebSockets, the application can support multiple users
drawing concurrently and viewing the result in real time (Figure 2).
Due to the flexibility of web interfaces, it’s relatively straightfor-
ward to add new features like better paintbrushes, more debugging
information, and different ways to control the neural style gen-
eration process. For example, we made it possible to debug the
input/output of the network by building a feature to toggle be-
tween the image that the server received and the image that is
output.

Figure 4: Web interface of MagicBrush

The finished application allows users to change the style, and
try different types of brushes (with various transparencies, brush
sizes, and colors). This was the miminum for users to feel like it
was a real paint application!

3.2 Training details

Figure 5: The architecture of our neural network

3.2.1 Model. For each of the 6 styles chosen by us (named "Lion",
"Miro", "Rain princess", "Spectacle", "Van Gogh", and "Wave") We
trained a convolutional neural network [6] to directly predict the
stylized image from an input content image. We defined our trans-
formation network to be a feedforward convolutional network:

• 9x9 conv layer, 32 filters
• 3x3 conv layer, 64 filters
• 3x3 conv layer, 128 filters
• 4 3x3 conv layers, 128 filters, with residual connections
• 3x3 conv_transpose layer, 64 filters
• 3x3 conv_transpose layer, 32 filters
• 9x9 conv layer, 3 filters

3.2.2 Loss and Hyperparameter tuning. The network was trained
by minimizing the loss as in [3], and we were able to get similar
style transfer results. Our default hyperparameters can also be
found on our public repository1. We trained with 3 content losses
(as specified in the ‘–content-weight‘ flag): 0.75, 4.5, and 7.5. There
actually wasn’t a qualitative difference between 4.5 and 7.5, but
0.75 made the resulting transformation value the content too low.

3.2.3 Use of instance normalization. The implementation that we
used also alerted us to instance normalization [9], which is applied
after each layer (instead of a typical batch normalization). Quali-
tatively, it gives better results, by normalizing features per image.
[5] do an in-depth study of this, comparing Instance Normalization
and Batch Normalization. This leads to a surprising conclusion
that instance normalization can be used to normalize images to
different styles, making it possible to train one style network to
output in a variety of different styles, just by changing how the
input is normalized.

3.2.4 Speed and Data. All of our experiments were done on Google
Cloud with a K80 GPU. By using a feedforward model instead of
optimization to do Neural Style Transfer, we’re able to stylize a
512x512 image in 0.11 seconds on the GPU. Training one network
to stylize MSCOCO takes ∼8 hours on 1 GPU. Thus, we only trained
8 neural networks.

3.2.5 Other Considerations. We also considered implementing a
loss to enforce consistency in our output images over time [8],
allowing users to have a smooth and realistic experience with the
interactive canvas. However, we found that due to the relatively
static input image, the resulting styled painting didn’t vary much
at all.

4 EVALUATION
While neural style transfer is effective in image settings, producing
paintings is a different dynamic. The program may influence the
user, and present artistic choices that could go into the development
of the painting.

4.1 Qualitative Results
The app can quickly transform any user input into a certain style.
Below are some of the results:

1Github: https://github.com/pukacheen/MagicBrush

https://github.com/pukacheen/MagicBrush
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Figure 6: "Lion" style

Figure 7: "Miro" style

4.2 User Experiments
We study the benefits of using neural style to aid artists in realizing
their artistic vision, by asking users to evaluate three things: 1) ease
of use, 2) frequency of use, 3) likability. Users were recruited based
on availability, and were mostly college-aged amateur artists. Users
were also asked only a subset of the questions. In the future, we’d

Figure 8: "Rain princess" style

Figure 9: "Spectacle" style

want to conduct a more thorough survey taking into consideration
detailed usage of the program.

4.2.1 Ease of use. Did you find the interface intuitive? Did it do
what you expected? Avg: 3.33

• 4 points - Yes - 6 participants
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Figure 10: "Wave" style

Figure 11: "Van Gogh" style

• 3 points - A little - 4 participants
• 2 points - Not really - 2 participants
• 1 point - No - 0 participants

4.2.2 Frequency of use. Which side helped you the most? Avg: 2.0
• 4 points - Right (styled) - 4 users
• 1 points - Left (unstyled) - 8 users

How often did you look at the styled image? Avg: 2.66
• 4 points - All the time - 2 participants
• 3 points - Quite a bit - 4 participants
• 2 points - A few times - 6 participants

Figure 12: Input stylized with "Geometric" style

Figure 13: Input stylized with "Rain" style

Figure 14: Input stylized with "Wave" style

• 1 point - Not a lot - 0 participants

4.2.3 Likability. Do you like this better than the old paint program?
Avg: 3.66

• 4 points - Yes - 8 participants
• 3 points - A little - 4 participants
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• 2 points - Not really - 0 participants
• 1 point - No - 0 participants

(This could probably be a bit biased since we were standing there.)

4.3 Comparison with Slow Neural Style
Transfer

Using the original style transfer algorithm, we were able to apply
the style of Van Gogh "Starry night" on a painting. However, the
process takes a very long time: even on a 72-core computer, it takes
about 20 minutes to go through 5000 iterations to achieve the final
image. With [2] widely considered a benchmark for the quality of
style transfer, we observed that the quality of the stylized images
by our system is not very different from those produced by [2].

5 DISCUSSION AND FURTHERWORK
Real-time neural style sketching is still an unexplored field, because
it occurs at the nexus of painting tools and artwork. How reactive
would the system have to be to appear usable? What kind of style
transfer would be useful in helping artists create new work?

In this project, we have demonstrated an end-to-end system for
interactive style painting, which could be extended in a number of
ways.

5.1 Synthesizing fine details
Since the transformation network was trained to style photos,
which have often have high-frequency content and textures, it
styles solid colors as simple brush-strokes. This sometimes pro-
duces results that are not as detailed as if we had run Slow Neural
Style Transfer.

We’re thinking about ways to get the resulting painting to look
more like the style painting, in terms of brush strokes. [1] interprets
the user painting as a semantic mask, which allows the user to draw
extremely low-quality images, and have them be converted into
high-quality artworks.

5.2 Interpolating between different styles
One might also wish to balance the style and content in real time.
We might try training a network which can do style transfer with
additional inputs (for controlling the amount of style in the image).

5.3 Learning from multiple styles
[4] presents another way of stylizing images, by training a network
to predict a vector of style parameters. Learning the distribution
of these style parameters across human artwork links neural style
transfer to the broader mysteries of how people can understand
images in different ways. In very recent work [7], arbitrary styles
can be adapted to in real time, by learning style transformation
functions.
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Figure 15: Style painting

Figure 16: Content painting

Figure 17: Final stylized painting

Figure 18: Fast style transfer results for style "Rain Princess"
and content "chicago"
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