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ABSTRACT
Advancement in dexterous robotmanipulation continues to
extend its application to different tasks. A particular type
of robotic hand known as an underactuated robotic hand
has demonstrated its ability to successfully grasp and ma-
nipulate objects of different sizes and geometries. While the
hand’s passive compliance given by the underactuatedmech-
anismmakes it practical formanymanipulation tasks,much
work needs to be done in designing the controlmethodology
for within-hand manipulation.

In this paper, we present a general within-hand controller
for the Yale OpenHandModel T42, an underactuated robotic
hand, for object reconfiguration. The general controller con-
sists of locally optimal policies trained via imitation learn-
ing. The controller takes a pair of configurations (A and B)
as an input and generates a sequence of low-level actuator
commands called PrecisionManipulation Primitives (PMPs)
to manipulate an object from A to B within the hand.

The derivation of the PMPs is briefly presented followed
by a description of the hardware setup, the data collection
process, and the neural network. Preliminary evaluation of
the general controller is discussed, and issueswith thehand’s
actuators which inhibited the complete evaluation are ad-
dressed.
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1 INTRODUCTION
Dexterous manipulation by a robotic hand is an active area of re-
search due to a wide range of applications. As with most robots,
this effort can be divided into two components: the design and con-
trol of the robotic system. Due to the varying, application-specific
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Figure 1: SystemOverview. Our setup consists of an underac-
tuated robotic hand, a webcam, and an object resetter, which
are all mounted to a small aluminum frame to ensure accu-
rate repeatability. Multiple simple policies are trained using
human demonstration data recorded by the webcam. Each
policy acts on a corresponding local region. Multiple poli-
cies are combined to act as a general controller in the work-
ing region of the Model T42 hand.

mechanical design of robotic hands, it is difficult to generalize a
control framework and extend it to other designs. For example, a
fully actuated or dexterous robotic hand like the Shadow Hand
can replicate all of a human hand’s degrees of freedom by utiliz-
ing twenty electric motors. On the other hand, an underactuated
robotic hand uses very few actuators- always fewer than the hand’s
degrees of freedom. While the challenge in controlling a fully actu-
ated robotic hand lies in dealing with the sheer number of actuators,
the challenge in controlling an underactuated robotic hand is that
the fingers cannot be commanded to a desired pose at an arbitrary
moment.

To further understand the challenge in controlling an underac-
tuated mechanism and why it is of interest, consider the classical
double pendulum, which consists of two links and one actuator like
the underactuated fingers used in this work. Although the motion
of the double pendulum is nonlinear and chaotic, there exists a
finite sequence of inputs that can drive the system to any desired
final state since a double pendulum and any of the longer serial
chains (triple, quadruple pendulums) are fully controllable by def-
inition. However, the principle of controllability only guarantees
the existence of such inputs, not their optimality, and the sequence
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of inputs may be unreasonably long, making it impractical. Instead
of this traditional control approach, the authors seek to employ
imitation learning to abstract the nonlinear dynamics of an un-
deractuated mechanism and to generate an optimal sequence of
inputs.

In this paper, the authors present an application of imitation
learning for dexterous manipulation by Model T42 of the Yale Open-
Hand, an underactuated robotic hand with two opposing fingers.
An open-loop control of the hand has demonstrated success in
grasping and dexterous manipulation of many objects of various
and unknown geometry. This work aims to create a general con-
troller for the underactuated hand to perform planar, within-hand
path planning of an object. The controller is realized by combining
multiple neural networks that output locally optimal policies, which
in turn generate a sequence of actuator inputs for primitive object
motion. The sequence of these optimal actuator inputs produce a
piecewise, continuous trajectory for efficient and optimal planar
object manipulation.

2 RELATEDWORK
2.1 Reinforcement Learning Approaches
Applications of reinforcement learning in robot learning have been
rapidly growing in number in recent years. One of the trade-offs
among the current state-of-the-art techniques is the relatively low
sample efficiency of model-free algorithms. However, model-free
algorithms are useful for approaching dynamic environments com-
mon in manipulation tasks where phenomena such as sliding and
rolling occur between the gripper and the object, resulting in inter-
actions which are difficult to model. As some recent applications of
deep reinforcement learning in manipulation problems have shown
[3], it is possible to learn many of these complex behaviors from
scratch, granted there is a reasonably accurate simulator and consid-
erable computing resources. In another recent work, [7] employed
reinforcement learning to perform dexterous manipulation using
locally optimal models, a concept also leveraged in this work, but
with a dexterous robotic hand. These works represent efforts to ab-
stract the nonlinear dynamics and uncertain interactions with the
environment in controlling robot manipulators through learning.

A recent movement towards developing learning strategies com-
bine supervised learning (or imitation learning) and reinforcement
learning has begun to enable the practicality of RL algorithms in
real-world tasks. Early papers exploring the practical uses and
limitations of imitation learning established that humans could
effectively serve as instructors for robots in order to boostrap from
human performance on tasks that are difficult to learn [12].

The task of learning a general controller has also been investi-
gated in the field of reinforcement learning. For example, Andrychow-
icz et. al [2] proposed Hindsight Experience Replay, which enables
training an universal policy using simulation models. The poor
sample efficiency of these methods, however, necessitate a signifi-
cant amount of hand-tuning, advanced simulators (for sim-to-real
transfer learning) [3], or large amounts of real-world training time
[8]. Therefore, the use of reinforcement learning is still limited in
physical systems due to its high sample complexity, compared to
imitation learning approaches.

2.2 Imitation Learning Approaches
Our method relies on imitation learning to train multiple simple
policies and attempt to create a general controller by combining
multiple simple policies. Twomain approaches to imitation learning
are behavioral cloning and inverse reinforcement learning [10]. The
former focuses on learning the mapping from states to actions in
a supervised manner [11, 12], whereas the latter aims to learn an
optimal reward function that describes the given demonstrations
[1], [6]. In this study, we focus on behavioural cloning.

The main issue of behavioral cloning is the distribution shift
between the training and test phase. That is, the error could easily
compound during the test phase when an agent starts to fall in the
states that have not been seen in the training phase. To mitigate this
problem, we can aggregate data during the test phase by human-
labelling the actions made by the test policy, and re-train the policy,
called Dataset Aggregation (DAGGER) [12].

2.3 Visual servoing and Precision
Manipulation

In a recent work, Calli et. al [4, 5] have implemented a closed-loop
control of Yale OpenHand’s Model T42 [9] for object manipulation
using visual servoing to command precision manipulation primi-
tives (PMPs). PMPs are rough approximations of the underactuated
hand’s inverse velocity kinematics that enable a simplified control
of the hand for planar, within-hand manipulation. In essence, a
PMP is a mapping from a desired object movement in the image
frame to the corresponding inputs for the two actuators. The re-
duced model accuracy in the PMPs due to this approximation can
be mitigated by pairing it with a robust control framework such
as model predictive control. The work presented here extends the
application of PMPs by training multiple neural networks that can
generate locally optimal policies, the high-level controls, which in
turn generate the PMPS, the low-level controls. This results in a
sequence of optimal PMPs for the planar path planning of an object.

3 METHOD
We first review the object movement to actuator input mapping
called Precision Manipulation Primitives. We then describe the im-
plementation details of the automatic object resetter. We introduce
our training setup for neural network policies and explain the ap-
proach to combining simple neural network policies into a general
controller. The overview of the entire system is demonstrated in
Figure 1.

3.1 Precision Manipulation Primitives
In this section, we review Precision Manipulation Primitives intro-
duced by [4, 5]. As described previously, PMPs serve as the mapping
from the object movement in the image frame to the two actuator
inputs. Specifically, there are two PMPs- each that corresponds to
object movement in the x-direction and y-direction respectively. By
taking all possible combinations of the two PMPs, one can perform
object manipulation in the eight cardinal directions. (See Figure 2
for the main 4 directions.) This mapping is derived from simplifying
the inverse velocity kinematics of the underactuated robotic hand.
The derivation of the PMP is briefly presented below.
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Figure 2: Manipulation with Model T42 hand via PMPs. (a) The initial hand-object configuration. (b) PMP-x in the positive
direction ("right" command) is applied (c) PMP-x in the negative direction ("left" command) is applied. (d) PMP-y in the positive
direction ("down" command) is applied. (e) PMP-y in the negative direction ("up" command) is applied.

Let us begin with the derivation of PMP-x. For an infinitesi-
mal actuator velocity, the object velocity may be approximated as
follows.

vox = Kx Ûq1 = −Kx Ûq2
voy = 0 (1)

wherevox andvoy are the object velocity in the x and y-directions
in the image frame respectively, Kx is a scalar, and Ûq1 and Ûq2 are
the two actuator velocities.

Likewise, PMP-y may be derived in a similar manner.

vox = 0
voy = Ky Ûq1 = Ky Ûq2

(2)

Note that object movement in the x-direction requires antag-
onistic actuator motions, hence the opposite signs for Kx , while
object movement in the y-direction requires cooperative actuator
motions. This is attributed to the opposing finger design of the
underactuated hand.

Combining equations (1) and (2) produces the following matrix
equation. [

Ûq1
Ûq2

]
=

[ 1
Kx

1
Ky

− 1
Kx

1
Ky

] [
vox
voy

]
(3)

Equation (3) has the following form.

Ûq = JPMPv
ob ject
o (4)

where Ûq is the actuator velocity, JPMP is the transformation from
the object velocity in the image frame to the actuator velocity, and
v
ob ject
o is the object velocity in the image frame.
Equation (4) has a nearly identical form as the standard inverse

velocity kinematics of a robot manipulator.

Ûq = J−1v (5)

It must be noted that the matrix transformation for the PMPs in
equation (4) consists of scalar terms whereas the Jacobian matrix
in equation (5) consists of nonlinear terms that change with the
joint angles of the fingers. Approximating the Jacobian matrix with
the matrix in equation (4) undoubtedly results in model inaccuracy;
however, the objective of the work presented in this paper is to

train locally optimal policies through imitation learning that can
abstract the nonlinear dynamics.

Figure 3: Model T42 hand

3.2 Hardware setup: Model T42 and automatic
object resetter

The robotic hand has two opposing, underactuated fingers for pla-
nar object manipulation; therefore, it is possible to apply the preci-
sion manipulation primitives (PMPs). See Figure 3 for more details.

To enable efficient data collection, we have created a simple
automatic object resetter system. (Figure 4) The hand is attached
horizontally to the aluminum frame, and the webcam is attached
above the hand so that it can capture images of the hand and the
object below it. Each link of the two fingers and the object has
ArCco markers on them to detect their pose.

The object resetter consists of two servo motors mounted at the
top of the frame that can raise and lower an object connected to it
through a wire. At the beginning of every data collecting process,
the servo motor raises the object to the height of the hand. Magnets
are attached both on the frame and on the object to properly position
the object once it is raised to allow the hand to perform object
manipulation. At the end of every data collecting process, the servo
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Figure 4: Automated object resetter using Arduino and ROS.
When the object is dropped, the crane moves the object up
and the beam rotates down to stabilize the object. The hand
closes to grasp the object, and waits for the ROS service to
resume the system.

motors lower the object below the hand to the table to reset its
orientation.

The object resetting function consists of the calls to Arduino
to raise the crane and rotate down the beam, which is integrated
into the ROS loop in Python. The object resetting function is called
whenever we detect a drop, which is measured by the z-distance of
the AruCo marker of the object, captured by the webcam.

We note that the color of the string attached to the object has to
be non-black since otherwise it affects the AruCo marker detection.
For the same reason, the string has to be thin.

3.3 Training policies
We train a set of neural network policies with our gripper, an
OpenHandModel T42. The policy training is done by feeding expert
trajectories, which are recorded by human demonstrators through
keyboard controls. We have observed that the working region of
Model T42 can be roughly approximated by the 3 local regions, as
described by the Figure 5.

We want each trained policy to have an effective region in the
working space so that the policy reliably executes a sequence of
actions in the corresponding region. Therefore, we have recorded
the expert trajectories that roughly correspond to the identified
local regions.

The input of the policy network is the object position and the left
and right finger-tip positions, which are given by the webcam that
tracks the ArCco markers on the hand. We also approximate the
velocity information by subtracting the current positions at t from
the previous positions at t−1. In addition, the contact point between
the object and the fingertips are fed, which is further described in
the subsequent section. The output of a policy is PMP, which can

Figure 5: local regions in the working space

be specified as one of 8 commands of [left, right, up, down, left up,
left down, right up, right down].

The input state and the neural network architecture that we use
are summarized in Figure 6.

(a) input (b) network architecture

Figure 6

3.4 Contact Point Detection
One of the inputs to the system is contact point, which is defined
by the closest points between the object and the finger tip. In this
subsection, we briefly describe how we have built the contact point
detector.

We first measure the object size and the finger tip size in the real
world, and used the AruCo markers at the base as a reference length
to calculate the pixel to centimeter ratio. This pixel to centimeter
ratio is used to properly identify the outline of the object and the
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fingertip based on the corresponding AruCo markers. We draw a
set of points around the object and the two finger tips based on
the position of the AruCo markers to describe the outline (shown
in blue and red in Figure 7). By building an appropriate rotation
matrix and converts the coordinate of every point with respect to
the object and the finger tip, the set of points follow the object and
the finger tip as they move.

The two closest points between the object and the fingertips,
which are calculated using KD Tree, are represented as gray dots
in Figure 7.

Figure 7: Example: Contact Point Detector

3.5 Combining policies
Given a starting and goal position of the object, we aim to find
the optimal local policies in the working space, and use the corre-
sponding policies to generate a sequence of PMP actions to achieve
the necessary object control. To achieve this, after we train a set
of simple policies, we combine these policies to create a general
controller that takes an object from a starting position to a goal
position.

3.6 Implementation Details
In TensorFlow, a computational graph defines the flow of operations
that are applied sequentially on the given input.

Usually we do not need to explicitly take care of the graph instan-
tiated by tf.Graph() function, since we often deal with a single
computational graph during inference. However, in our setting,
we need to have a control over multiple computational graphs. To
achieve this, we explicitly store the graph under a different name
scope in a python dictionary during the training phase, and restore
the graph along with model weights under a different name scope
during the evaluation phase. This allows us to store multiple com-
putational graphs for each policy, and the main script can switch
between policies given the current hand-object configuration, while
running the Model T42 hand.

4 EXPERIMENTS
4.1 Evaluating Automated Object Resetter
We evaluate the automatic object resetter by repeating the resetting
operation for a certain number of times changing where to drop
the object. We have observed that the object stabilization succeeds

almost surely, which shows that the resetting system is robust
regarding where the object is dropped. However, we have also
noticed that for certain rare cases, the object gets stuck under the
fingers as shown in Figure 7. When this happens, a user has to
manually bring the object back to its original position.

Figure 8: Failure case example of the automatic object reset-
ter

4.2 Training policies
We have trained 4 policies, which corresponds to the policies that
move the object from center to right, from center to left, from left
to center, and from right to center. We have collected about 1800
data points for two policies. We flipped the trajectory data in time
to create the training data for the reversed case (i.e. for the policy
that moves the object from center to right, we can use the same
training data that is reversed in time to train the policy that moves
the object from right to center.)

We use the Adam optimizer, and train the network for 200 epochs.
We observe a similar performance across the policies. An example
The training and test accuracy curve is shown in Figure 7 and 8.

Figure 9: training accuracy

We have not used the validation set since we aim to rather overfit
our policy to the training data to achieve the optimal local policy
for each region.

4.3 Evaluating combined policies
The control task involves manipulating the object within the effec-
tive working region, as shown in Figure 5. To evaluate the system,
we have recorded the success rate of the control task versus the
number of training samples by the following procedure.
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Figure 10: test accuracy

We first randomly sample two points from the effective working
region, and then treat these points as the start and goal points for
the input to the system. We let the system to select which policy to
use based on the state information provided by the webcam. We
constantly check if the policy needs to be switched given the state
while running the system. We regard "success" when the object is
manipulated from the start position to the goal position without
any drop. We repeat this process 10 times with different start/goal
points, and average the result to get the success rate. The result is
described in Figure 11 for the number of training samples equal to
[300, 600, 900, 1200, 1500, 1800].

Figure 11: Success rate v.s. training samples.

As we can see, the success rate is almost constant as we vary
the number of the training samples and is close to zero due to too
many failures in the test runs. We note that the success rate mostly
depends on the random sampling of the start/goal positions rather
than the number of training samples; when the distance between
the start and the goal position is close, it is easier to reach the goal
without a drop. We also note that we suspect that the variance of
this result is high. That is, it is likely to result in a different bar plot
if we repeat the same experiment.

We have investigated the issue and identified the cause as the
fault of Dynamixel motors. During the data collection process, an
expert user had manually given the inputs to the two actuators with
full control over the actuator torque. However, when the general
controller driven by the optimal policies began controlling the hand,
it commanded the actuators to a much higher torque value than

that given by the expert user. This situation immediately led to the
failure of the actuators, which might have been damaged prior to
the start of this work and unbeknownst to the authors. While this
failure can be avoided by reducing the amount of torque applied by
the actuator, the reduction in the actuator torque causes the robotic
hand to drop the object because it is not applying a sufficient amount
of contact forces to grasp and hold the object. The exact cause for
the robotic hand dropping the object at a reduced torque only when
the general controller is in action remains unknown. However,
this can likely be attributed to the subtle differences between the
commands given by the expert user and by the general controller
derived from the neural networks.

Nevertheless, the success rate we have presented here can be
considered as a lower bound of the capability of our system, which
can further improve upon the replacement of the Dynamixel motors
of the Model T42 hand.

5 CONCLUSION AND FUTUREWORK
In this work, the application of imitation learning for dexterous ma-
nipulation by an underactuated robot hand was explored. Previous
efforts in the use of reinforcement learning for dexterous manipu-
lation as well as approaches in imitation learning were discussed.
The mechanical design and low-level control of the hand known as
PMPs were briefly introduced. Next, the process of data collection
and the training of optimal policies were described. The synthesis
of a general, high-level controller for the hand which consists of a
set of locally optimal policies trained through imitation learning
was presented. The general controller sought to mitigate the dis-
crepancy between the kinematic approximation of the PMPs and
the true kinematic model given by the robot Jacobian matrix.

The general controller derived from imitation learning serves a
new, more feasible method to controlling an underactuated mecha-
nism. Underactuatedmechanisms have been attractive, task-specific
solutions because they leverage their natural dynamics to deter-
ministically behave in one of the several predictable motions with
only an open-loop control. However, the difficulty in accurately
controlling the entire trajectory through a closed-loop control has
been a limitation of underactuated mechanisms. The application
of imitation learning and the initial testing performed on the un-
deractuated robotic hand shown in this paper suggest a greater
applicability of underactuated mechanisms thanks to its mechan-
ical robustness paired with a suitable control framework such as
one presented here.

In the case when the working space of the underactuated hand
is much larger, we could extend our work by incorporating a graph
theoretic approach. That is, we approximate the working regions
of the trained simple policies as a graph, by treating each work-
ing region as a line segment in the working space. To generate
a graph, we first calculate the intersections of the line segments.
Each intersection becomes a node of the graph. We also combine
the near-by end points of line segments into a node. We could use
this pre-computed graph to generate a shortest path using Dijkstra
algorithm to realize a general controller.

Furthermore, the authors would like to address the issues caused
by the faulty actuators, which inhibited the complete validation
of the general controller’s performance. This issue is likely to be
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solved by replacing the faulty Dynamixel motors, which is what
we are currently working on.
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