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In this paper, we describe a system developed to perform perspective-
matching background replacement. Our system utilizes a handful of hard-
ware components including a robotic arm, a ZED stereo camera, three com-
puters, and a Jetson TX2. The system uses the robotic arm to track a person
as she moves around, allowing the camera to continually film her movement.
A mask is then applied to the images received from the camera, segmenting
out everything else in the room except for the person. This mask of a person
is then displayed in a virtual environment using Unity. As the person moves
around the room, her character in the virtual environment, which looks
exactly like her, moves around the virtual environment. This allows for the
2D character of the person in the virtual environment to interact with the
3D world in a variety of ways such as moving around 3D objects. After the
system was developed, it was tested with a variety of experiments, which
included navigating around 3D objects in the virtual environment, walking
through a virtual doorway, and moving the robotic arm through a range of
motions. The experiments demonstrated the success of the system, but also
revealed the system’s inability to run in real-time.

ACM Reference Format:
Jason Chen and Tim Adamson. 2018. Perspective-matching Background
Replacement. 1, 1 (December 2018), 7 pages. https://doi.org/0000001.0000001

1 INTRODUCTION
Background replacement is a technique widely used in the movie
and TV industry to composite different images together and cre-
ate shots that are otherwise often costly, dangerous, or physically
impossible to do [1]. Traditionally the technique involves a green
screen in a studio environment, which makes it inconvenient or
inaccessible to individual content creators. In addition, such a shot
usually involves a static camera angle, because manually matching
changing perspectives requires skill and consumes precious produc-
tion time. This limits the creative freedom and the variety of shots
one can achieve with the traditional technique.

With the help of computer vision and robotics, we would like to
make the process more accessible to individual creators, and enable
camera movements with perspective-matched virtual backgrounds
to allow more creative freedom. Our goal is to create an integrated
system that films the subject with smooth and dynamic camera
movements, while performing background replacement.
The system consists of a robotic arm, with a stereo camera pair

mounted on top of the arm; an algorithm that separates foreground
subjects from the background without the help of a green screen; a
graphics engine for generating 3D virtual environment; and soft-
ware that couples the robotic arm movements with camera angles
in the virtual environment.
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2 RELATED WORK
Earliest approach to background replacement involves green screens
and chroma keying, originated in the film era in early 20th century.
The approach is still widely used today for its simplicity and reliabil-
ity. In 1999, with the help of computers, R.J. Qian and M.I. Sezan [2]
described an algorithm that does not need such a screen and instead
compares frames from a video to a pre-recorded background to sepa-
rate the foreground for background replacement, assuming that the
camera stays stationary and background remains unchanged. More
recently, with the help of convolutional neural networks, we are
able to segment foreground objects without prior knowledge about
the background, enabling camera movements, with architectures
such as Mask R-CNN created by Kaiming He et al. in 2017 [3].

With ever more powerful GPUs, computer graphics produced by
game engines are reaching a new level of photorealistism, even in
real time [4]. The ability to create virtual 3D environments allows
people to create the background they desire and perform perspective-
matching with ease.

Finally, the advancements in robotics revolutionized film making,
allowing dynamic, smooth, and repeatable camera movements pre-
viously unattainable by human operators, which is signified by the
wide adoption of motorized gimbals in the film industry [5]. With
the help of a robotic arm, users can create more cinematic images
while the information we extracted from the motor can be used to
perform perspective-matching.

3 METHOD

3.1 System Overview
A graphical depiction of the main components of the system and
how they communicate can be seen in Figure 1. The system compo-
nents consist of the robot hardware, the ZED stereo camera mounted
on the robot, a Jetson TX2, a machine running the Windows 10 op-
erating system, and two machines running the Ubuntu operating
system. The Windows machine was a necessary component of the
system because Unity does not have support for Linux operating
systems, and though Windows has recently added support for run-
ning ROS, this software is rather new and requires considerable
setup.
The sole responsibility of the Windows machine was running

Unity and receiving the information needed to display the mask
of the person in the 3D environment. All the information that the
Windows machine needed came from one of the Ubuntu machines
(Ubuntu 1), and consisted of a 4 channel (rgba) image of the mask
of the person, the camera angles corresponding to the joint angles
of the robot, and the distance between the person and the camera.
Ubuntu 1 received this information from two sources–the robot and
the other Ubuntu machine (Ubuntu 2). The robot sent to Ubuntu 1
the joint angles of each of the robot’s joints. Ubuntu 1 then took that
information and relayed the pertinent parts of it to the Windows
machine to be used to control the virtual camera in Unity. Ubuntu 2
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Fig. 1. A graphical representation of the system.

was responsible for receiving depth and color images from the Jetson.
These were then converted into the 4 channel image mentioned
earlier and a scalar of how far the person was away from the robot
(in meters), and was then passed to Ubuntu 1. The Jetson received
from the ZED camera images from both the left and right side of the
camera which it used to create the depth map which was sent along
with the color images to Ubuntu 2. Ubuntu 1 was also responsible
for running a PID controller used to follow the person as she moved
around. The commands that this controller produced were sent to
the robot to be executed.

3.2 Robot and ZED Camera
Position sensors of the motors in the robotic arm are one of the
key enablers of this perspective-matching background replacement
project, because the data collected from the sensors bear knowledge
of the state of the camera, which allow for automatic perspective
matching. The articulating robotic arm has 4 servo motors control-
ling the yaw and the pitch of the ZED camera mounted on top. To
simplify the problem, we only use 2 of the motors, one in the base
link to control yaw, and the other connecting bicep link and forearm
link to control pitch. By recording these joint states, we are able
to track the position and orientation of the ZED camera over time,
which will be later used to reproduce the exact same camera angle
in a virtual environment.
The depth sensing ZED camera give us information about the

distance between the camera and the subject, which enables features
like occlusion in the virtual environment. The camera has 2 identical
lenses, eachwith a diagonal field of view of 110 degrees.We recorded
images at 1280 x 720 resolution at 30 frames per second from both
lenses to get the stereo images.

3.3 Depth Images
From stereo images, we are able to calculate depth and generate
a depth map with stereo vision algorithms, such as Bleyer and
Gelautz’s layered stereo matching algorithm using image segmen-
tation and global visibility constraints [6]. We used the ROS node
provided by the vendor to get the depth map. In order to get the
distance of the subject from the camera, we need to acquire a mask
highlighting the subject from the raw image, and apply the mask as
a filter onto the depth map, then average it to get a single distance
value, assuming that the subject lies in a frontoparallel plane and
thus whose distance can be roughly represented as a single value.

There are three different approaches to separating out the subject
from the background without a green screen. The first one is to pre-
record a static background and compare it with subsequent frames
containing the subject to generate a mask highlighting the subject
[2]. However, when the camera is not stationary, this approach is
troublesome due to the problems of how to efficiently represent
the vast background space in high resolution, as well as motion
blur introduced by the camera movement. The second approach
is to do thresholding with the depth map, with the assumption
that the subject will be within a certain distance away from the
camera, and that the backgroundwill be farther away. Such approach
achieved some good results but has limitations, which will be later
discussed in the evaluation section. The third approach is using
machine learning to generate a mask around an object with deep
convolutional neural network architectures such as Mask R-CNN
[3].
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3.4 Mask R-CNN
Following the Mask R-CNN paper by Kaiming He et al. [3] we used
Mask R-CNN as a person detector and mask generator. Because
the paper showed that Mask R-CNN is data hungry and training
the model from scratch performed worse than starting from a pre-
trained model [3], we took the pre-trained COCO Mask R-CNN
model, and retrained the model on a subset of the 2014 COCO
training dataset that contains persons to perform detection. The
network uses resnet101 as a backbone, and the region proposal
network generates 300 regions per image. We trained for 8 epoch,
each with 1000 images, and the process took 2 hours. Code related
to Mask R-CNN is adopted from the work of Matterport, Inc, under
The MIT License [7].

3.5 Unity
To display the mask of the person in a virtual environment, we
chose to use Unity. This decision was made primarily because of
the features that Unity offers, including prefabricated environments
and 2D Sprites that exist in a 3D world. Sprites are a type of Unity
Game Object that display a flat image, and allow that image to exist
in and interact with the 3D world. Like all object in the 3D world,
Sprites have a pose which can be manipulated programmatically or
in the game editor.
When the Windows machine receives the mask of the person,

the image of the Unity Sprite is updated to be that of the new mask.
When this is done at a high frame rate, it gives the illusion that
the Sprite is not a series of images, but is instead a real time video.
The position of the Sprite is determined by the orientation of the
camera, and the distance that the Sprite is from the camera. As the
Windows machine receives the updated distance values, the Sprite
moves in the 3D world accordingly. This allows the Sprite to be
obscured from the camera by other objects, and it also allows the
Sprite to interact with the 3D world if desired. This interaction with
other objects can easily be turned on and off in the game editor;
the interactions can include pushing object, collecting objects, or
experiencing the effect of gravity through falling. Unity has proven
to work well in our system, providing all the needed features, as
well as extra ones that enhance the experience.

3.6 PID Controller
As part of our system,we developed a proportional-integral-derivative
(PID) controller. This controller is implemented as a ROS node that
listens for the distance from the center of the person’s mask to the
center of the camera in both the horizontal and vertical direction.
These two distances in the horizontal direction and in the vertical
direction are called the error, and can be found by simply taking the
absolute value of the position of the mask subtracted from the posi-
tion of the center of the camera. When the PID controller receives
these errors, it then uses them to determine what controls to send
to the robot.
A PID controller consists of three parts: proportional, integral,

and derivative. The proportional part is simply the error multiplied
by a factor. This factor can be 1, but does not have to be, and is
generally tuned for the particular task. The integral part is the sum
of all preceding errors. This prevents the system from consistently

Fig. 2. (a) A person standing close to the camera. (b) The Sprite of this
person in Unity, which is not in the archway. (c) The person now farther
away from the camera. (d) The Sprite of the person in Unity, which is now
in the archway.

being off by a small margin without ever actually reaching the
goal. The derivative part has a dampening effect to prevent the
controller from oscillating back and forth around the goal without
ever reaching it. The greater the difference between the previous
two errors, the greater the dampening effect. With the whole system
working in real-time, the PID controller is able to track the person,
keeping the person in the center of the robot’s camera. As the person
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Fig. 3. (a) A person standing close to the camera on the right. (b) The Sprite
of this person in Unity, obscuring the short pillar. (c) The person now a little
bit farther back and on the left. (d) The Sprite of this person in Unity, being
obscured by the tall pillar

moves, the robot will then move with it. Because the virtual camera
in Unity moves with the robot joints as well, this makes sure that
the virtual camera in Unity moves to keep the Sprite of the person
always in the center of it’s view. This allows the person to move
around and explore the Unity 3D world. Unfortunately, because we
were unable to get our system running in real-time, we were never
able to test the PID controller that we build and actually utilize the
person tracking feature of our system.

4 EXPERIMENTS
To test our system, we conducted a range of experiments to test
depth thresholding, our Mask R-CNN, distance measuring and trans-
fer, cameramovement, and occulsion in the virtual world. The results
of these experiments can be found below.

4.1 Evaluation of Depth Thresholding Mask Generation
Acquiring the mask with depth thresholding is simple and com-
putationally efficient compared to a machine learning approach
with deep convolutional neural networks, and achieves good result
given that there is enough depth separation between subject and
background. However, due to limited lab space, we could not get
enough separation from the desk in the middle of the room, chair to
the right, as well as a part of the wall in the left of the frame, shown
in Figure 4(b). In addition, the provided stereo vision algorithm
tends to make mistakes in small areas, and assign NaN as depth
values in areas that the algorithm is not sure about. For example, in
Figure 4(a), a part of the person’s arm is assigned with NaN value,
along with other parts of the image that the algorithm is unsure
about, such as the beams of the table in the middle of the room. This
makes it impossible to programmatically restore mask around the
arm area while excluding other NaN values in the background. In
Figure 4(c), as the person moves away from the camera and close to
the background, the depth thresholding algorithm fails to generate
the correct mask because the person moves out of the threshold
range. The last problem associated with depth thresholding is that
when the subject is closer than its minimum detection range, the
entire depth map will be filled with NaN values and the system will
cease working.

4.2 Evaluation of Mask R-CNN
Considering the aforementioned problems and limitations of the
depth thresholding approach, we turned to a machine learning
approach, using deep convolutional neural networks architectures
that performs object instance segmentation. Mask R-CNN is more
robust than the depth thresholding algorithm, and works when the
subject is too close to the camera (when no depth map is generated)
as well as when the person is close to a background wall (when
there isn’t a good threshold value due to noise and error in the depth
map). Judging from Figure 6 and Figure 4, Mask R-CNN generates
a much cleaner mask compared to depth thresholding, and rarely
includes anything in the background into the mask.
The performance comes at a cost, as Mask R-CNN runs at 2

frames per second on our Ubuntu 2 machine, which is equipped
with a Nvidia GTX 1080 Ti GPU. This becomes the bottleneck of
our system and prevents our system from running in real time. In
order to generate watchable footage at an acceptable frame rate
with Mask R-CNN, we modified our system to record all the relevant
information to disk when filming (joint states, raw image, and depth
map). Then after filming, we run Mask R-CNN on recorded images
to generate the mask as well as subject’s distance value. Finally we
read through all saved files and put them together in Unity to create
a smooth, high frame rate video.

Because we are unable to generate our own dataset with limited
time and equipment, the training and evaluation of the network itself
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a b c

Fig. 4. Mask from Depth Thresholding. (a) A
person close to the camera. (b) A person walk-
ing away from the camera. (c) The person now
farther away from the camera and physically
close to the background.

Fig. 5. Raw Image from ZED Camera. (a) A per-
son close to the camera. (b) A person walking
away from the camera. (c) The person now far-
ther away from the camera and physically close
to the background.

Fig. 6. Mask from Mask R-CNN. (a) A person
close to the camera. (b) A person walking away
from the camera. (c) The person now farther
away from the camera and physically close to
the background.

is based on the COCO dataset. While the images in the dataset differ
from the images we get from the ZED camera in a lab environment,
Mask R-CNN generalizes well and works in the lab environment
without special tuning. The re-trained model achieved Average
Precision of 0.556 with IoU = 0.50 with a subset of the 2014 COCO
validation dataset that contains persons.

4.3 Evaluating the Distance from the Camera in the Real
and Virtual Worlds

To make sure that the Unity Sprite moved in the 3D world in tandem
with the person moving closer to or farther from the camera in real
life, we ran our system while having someone walk away from,
and then back towards the camera. Four images that capture this
evaluation can be found in Figure 2. The first image, (a), is of a
person standing close to the camera, and the corresponding Unity
Sprite can be seen in (b). The camera pose of images (b) and (d) is
not that of the main camera, but an oblique viewing camera used
just to notice the position of the Sprite in the 3D world. In image (c),
the person is standing farther away from the camera, and it can be
seen in image (d) that the Sprite is no longer in the same location as
before, but is now under the archway. As the person moved farther
from the camera in real life, the Sprite moved into the archway in
the 3D world. This successfully demonstrated the distance matching
aspect of our system.

However, the evaluation of the final video composed by Unity
reveals two problems. First of all, the distance from the camera to
the person as a discrete function of time is noisy and not smooth.
Because the distance value is computed frame by frame, error in the
depth map and imperfections of the mask all contribute to error in
the distance value. As a result, when the person is walking towards
or away from the camera, his movement in the final composite video
looks jumpy. Secondly, when the person is moving away from the
camera, the calculated distance value becomes larger and the mask
becomes smaller in the camera frame according to projection. When
we reconstruct the scene in the virtual 3D environment, it looks
like that the person is moving away unusually fast, because the
mask displayed is smaller and the distance that the Sprite is from
the camera is larger.

4.4 Evaluating the Movement of the Camera
Because one of the key features of our system is the Unity virtual
camera’s ability to move in synch with the real-world robot, we
made sure to conduct an evaluation of this component. To conduct
this evaluation, we had a person stand in front of the robot, and
then moved the robot around, both up and down, while recording
video. We then looked at the effect that this had in the 3D world
on the Unity Sprite and the virtual camera. The virtual camera did
successfully match the movement of the robot, just as we intended.
This mean that as the as the robot looked to the left, the virtual
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camera turned to the left, and a different part of the virtual world
was brought in to view.

One shortcoming that was noticed during this evaluation however
was that because the Sprite is not moved up or down programmati-
cally, but just stayed at the same elevation above the ground, when
the robot looked down, it gave the appearance that the Sprite was
growing out of the ground. This is because originally, the whole
image of the person was not in the robot’s field of view. This mean
that as the robot looked down, more of the person came into the
robot’s field of view, and the mask of the person grew taller. When
this mask was then sent to Unity, the elevation of the bottom of the
mask did not change, so it looked like the Sprite was getting taller,
which it was. This extra height grew from the bottom of the Sprite,
and not the top, giving the illusion that the Sprite was coming out of
the ground. This evaluation showed that the perspective matching
of the virtual camera worked as intended, but that there were some
unintended consequences found when the person being masked
was not in full view and the camera looked downward.

4.5 Evaluating Occlusion in the Virtual World
Putting the Unity Sprite in a 3D virtual environment allows the
person being masked to move around in real life so as to become
occluded by an object in the virtual world. This is made possible by
the depth matching mentioned earlier, and by the person tracking
PID. To evaluate this part of our system, we had a person walk along
a path in the real world that put the person in front of a virtual
object in the 3D world, and then behind a different virtual object.
Four images of our evaluation can be found in Figure 3. Figure 3 (a)
and (b) show the person standing close to the camera, and in front
of the short pillar. It is clearly seen that the Sprite of the person
is occluding part of the pillar in the 3D world. The person then
moved over to the left and farther back. In (c) and (d), it can be seen
that now the tall pillar is obscuring the hand of the person, and
in the next frame, most of the person is behind the tall pillar. This
experiment successfully demonstrated the ability of the Sprite to
obscure and be obscured by objects in the 3D world.

5 CONCLUSION
The key results of our work are the creation of a pipeline which
allows for automatic perspective-matching background replacement
with 3D virtual environments. The pipeline involves recordings of
camera position and orientation in the real world, segmentation
of the subject from the background, subject position tracking with
depth camera, and finally, background generation, image compo-
sition, and perspective matching in a 3D virtual environment. For
image segmentation, we tested with two different approaches to
generate the mask, with depth thresholding and Mask R-CNN, each
achieving good results. Depth thresholding is fast and computation-
ally efficient, while Mask R-CNN achieves better results and is more
robust when the distance from the camera to the subject is varying.

6 FUTURE WORK
Currently, our system still has problems, as mentioned in the evalu-
ation section. First, the scale of projection of the mask in the virtual
environment is not correctly implemented, so the movement speed

Fig. 7. (a) The raw image from the ZED left camera. (b) The depth map
calculated by the depth camera. (c) The mask from Mask-RCNN. (d) Final
composite image.

towards and away from the camera appears faster than usual. To
solve this problem, we need to come up with a way to scale the
mask as the distance changes.
The other problem is that the distance value we get from our

depth map is noisy. If the person is walking towards the camera, the
movement does not appear smooth in the final composite image. We
need to add temporal smoothing to our data so that it look natural
in the composite image, instead of jumping back and forth.
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In the future, with faster [8] and better image segmentation algo-
rithms and more powerful hardwares, our pipeline could achieve
real time performance with higher accuracy. Our pipeline could be
extended to other fields, such as creating animated films in real time,
if we run pose detection algorithms [9] instead of image segmen-
tation algorithms, and then transfer the pose of the actor to a 3D
character rig with motion retargeting [10].
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